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Abstract

Particle tracing is a classical method of ow eld visualization. For interactiegploration, particles must be
advected and displayed in real-time. Graphics Processor Unit (GPWgtdechniques can advect hundreds of
thousands or millions of particles in real-time. We have investigated such-i&R6d techniques for interac-
tive exploration of large, time-varying ow elds. Our approach can lmighly divided into three categories:
data preprocessing, visualization and interaction. The preprocessiujvies data compression, region of interest
computation and preparation of multi-resolution data. For ow visualizatiae, use use the GPU for both data
decompression and particle advection. More than 1,000,000 partiele®e visualized at interactive frame rates
and data rates. We support the standard particle visualization techniqupatblines, streamlines and streak-
lines. We also represent particles as ow-oriented ellipsoids, which chlitimnally be moved over their traversed
pathlines to explore their behavior in time. Dynamic features in the data aterxdby interactively seeding and
tracking particles through time in both a standard display screen and aagteapic virtual environment. Further,
we have validated our particle system by comparing its particle trajectoriestidtbe generated by a Large-eddy
Simulation.

Categories and Subject Descriptgiscording to ACM CCS) 1.3.8 [Computer Graphics]: ApplicationsFlow Visu-
alization

1. Introduction particle tracing algorithms are executed on the GPU. In order

. . . . to maintain an interactive data rate, new data must be contin-
Computatlona_l Fde_ Dynamics (C.FD) technlques S.UCh as uously transferred from a source, such as disk or a network
I_.arge-Eddy Simulation (LES) or Dlrgct Numgrlcal Slmula- computer, to the CPU and ultimately to the GPU. Both of
tion (DNS) can produce very large, time-varying, multi- eld these transfers represent potential bottlenecks, and, to over-

data sets. Expl_ora_tlon and ana_ly5|s of _these da_ta sets is dif- come them, data reduction and ltering techniques must be
cult due to their size, complexity and time-varying nature. applied

Various techniques have been developed over the years to
explore different aspects of the data. One popular technique
for studying the uid ow characteristics, patrticle tracing,
has recently been extended to handle time-varying ow data

interactively with the help of the Graphics Processing Unit tive f i d data rat FiduLifen .
(GPU) ( [SBKOE, [SBKO7, and BSK 07] , Figure1). active frame rates and data rates, see iguide system is
targeted at our primary source of data: LES data on a stag-

One of the main challenges to extending particle tracing gered, Cartesian grid with relatively compact features. The
to time-varying data has been the sheer size of the data. In- system includes both a preprocessing phase and an interac-
teractive exploration requires loading data time steps at in- tive particle tracing engine. The preprocessing step down-
teractive rates in addition to interactive frame rates for the samples and quantizes the ow elds for each time step, and
particle tracing algorithm. To ensure interactive frame rates, it identi es, extracts, and quantizes full resolution regions-

We present a system that supports interactive exploration
of large, time-varying ow elds. With the help of the GPU,
we are able to advect more than 1,000,000 particles at inter-
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Figure 1: Over 1,000,000 particles in a cumulus cloud being
advected in a time-varying velocity eld at interactive frame
rates.

of-interest (ROIs) around features in the data. The prepro-

cessed data is loaded from disk and streamed to the GPU,

where it is used by the particle tracing engine. The engine

D. Dussel, E. J. Grif th, M. Koutek & F. H. Post / InteractiveRicle Tracing for Time-Varying Flow Fields

describe our GPU-based particle system in Sechiofhis
includes the GPU-based data decompression and particle ad-
vection as well as the GPU-based visualization tools. Sec-
tion 6 focuses on the interaction using a virtual environment
for exploration of the LES data. We show our results in Sec-
tion 7 and end our paper with conclusions and suggestions
for future work in Sectior8.

2. Related Work

Particle tracing in time-varying data has long been a popu-
lar topic for visualization research. Lanegn94 introduced
one early approach. However, the ability to interactively ad-
vect and view large numbers of particles in time-varying data
has not been possible until recently.

In the last few years, the very high bandwidth, processing
power and parallel architecture of the GPU have been ex-
ploited to be used for other purposes than just graphics ren-
dering [OLG 05]. The suitability of the GPU for processing
large data in parallel makes it a good candidate for algo-
rithms such as particle advection.

Particle advection algorithms that exploit the processing
power of the GPU are described iIK$W04], [KKKWO05],

supports a variety of data formats, integration schemes and and KKWO5]. These initial algorithms worked only with

visual representations of the particles. The particle tracing

a stationary ow eld (i.e. non-time-varying). While inter-

engine has been integrated into both a stand-alone desktopesting, performing the particle advection on the GPU is only

application and a stand-alone Virtual Reality (VR) applica-
tion, and it has been integrated into our existing Cloud Ex-
plorer applicationGPK 05]. Further, we have validated our
particle system by comparing its particle trajectories with
those generated by the Large-eddy Simulation system.

In addition to the standard features, we have added new
functionality to our particle tracing engine to aid in the in-

one aspect of dealing with time-varying data. These methods
lack the necessary framework to deal with such data.

More recently, these GPU particle tracing techniques have
been extended to work with time-varying data by Schirski
et al. [SBK0O§ and [SBKO7] and Birger et al. BSK 07].
Neither of these solutions addresses the problem of deal-
ing with large time-varying data in its entirety, though.

teractive exploration of time-varying data. The input data has Schirski etal. use a high performance computing (HPC)
been quantized to help overcome transmission bottlenecks, back-end to generate a series of velocity elds on a Carte-
and the engine decompresses it on the GPU to generate thesian grid based on a region-of-interest for GPU-based visual-
actual ow elds used for particle advection. Since we are ization. However, their approach restricts particle advection
primarily interested in how the particles move in and around to the region-of-interest and it lacks out-of-core support, re-

features of interest in the data, we use downsampled data for quiring all velocity elds to tin RAM on the computers

particle advection in the full domain, and, when an interest-
ing feature has been identi ed, the engine performs multi-

resolution particle advection, using full resolution data for

particles around the feature. To give a clearer idea of the in-
stantaneous ow characteristics, we generate ellipsoid glyph
representations for the particles on the GPU. Further, with-
out storing extra information, we are able to interactively

move the ellipsoids along their pathlines to more closely
study their behavior in time.

The remainder of this paper is organized as follows. We
rst provide an overview of related work in Sectidh In
Section3, we provide a top-down view of our system, after
which we discuss the type of data we are using and how we
prepare it for interactive exploration in SectidnThen we

used for visualization. The work by Birger et al. represents
a truly out-of-core approach that works on standard desktop
computers, but their approach does not employ any data |-
tering or reduction techniques. According to their hardware
speci cations, it takes 3.5 seconds to load the velocity eld
for each time step from their example data set. Our approach,
on the other hand, is both out-of-core and incorporates data
handling to help ensure interactive performance.

Other work similar to our ellipsoid glyphs also exists.
Max, Craw s and Grant[ACG94] generate motion-blurred,
semi-transpartent elliptical spots. Van Wijk\W93] intro-
duced particles used to approximate stream surfaces, but
these particles are at. The most similar technique to our
approach is using glyph atlases for representing pseudo-3D
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with resolutions of 64x64x40, 64x64x80, 128x128x80 and
256x256x220 and between 600 and more than 3000 time
steps. Each time step generally consists of 1 to 3 scalar vari-
ables and 1 vector variable. The vector variable represents
the velocity. Each scalar and each vector component are 16-
bit short integers. The total size of the velocity eld for one
time step at these resolutions is, respectively, 0.94 MB, 1.9
MB, 7.5 MB, and 82.5 MB.

GPU PARTICLE
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GPU PARTICLE
VISUALIZATION

—y
DECOMPRESSION| <

Y

STORAGE
GPU FLOW FIELD
|~

.

Figure 2: The different stages of the GPU-based particle
tracing pipeline. First, the compressed velocity eld for the
current time step is transferred from a storage device to the
GPU where it is decompressed on the y. Next, the decom-
pressed velocity eld is used as input for the GPU-based
particle advection. Finally, the updated particles are drawn
to screen in an interactive application.

4.1. Data Preprocessing

In order to interactively load and stream new data time
steps to our particle tracing engine, we must ensure that the
amount of data to be loaded for each time step remains rea-

I- sonably small. For example, if the hard disk can read 30
megabytes per second, then each time step should not have
more than 3 megabytes of data to ensure a data rate of 10
time steps per second. In order to ensure that the data size
per time step remains small, we rst preprocess the raw sim-
ulation output.

shapes as inKKKWO05] and [KKWO05]. Unlike these tech-
niques, we make use of the GPU to accurately draw the e
lipsoids as 3D objects from any viewing direction.

3. System Overview

Our particle tracing system works with time-varying, veloc-
ity elds. We concentrate on data where the features of in-
terest are de ned by one of the scalar variables in the data.
This is in contrast to many uid ow applications, where the
features are de ned by patterns in the ow eld itself, such
as vortices and shock waveB\JH 03]. We are, therefore,
interested in how the features and the ow eld interact with
and in uence each other. The dynamic nature of both the
uid ow and the features makes this a challenge.

The rst step in the preprocessing is to perform feature
tracking to locate all the features in the data. In the data
we typically use, this involves a 4D connected components
algorithm [GPK 05]. Once all the features are found, sub-
volumes around each feature in each time step for each vari-
able are de ned by in ating the feature's bounding box for
that time step. These sub-volumes are the possible regions-
of-interest (ROIS) in the data.

Figure 2 represents our approach to supporting interac-
tive particle tracing for time-varying ow elds. In order to
maintain interactive frame rates, we rely on the GPU for par-

The second step in the preprocessing is to extract the ROIls
and create subsampled versions of the velocity elds. We
subsample by reducing the grid dimensions in each direction

ticle advection. In order to maintain interactive data rates,
there are two major bottlenecks we must overcome. The rst
is transferring data from disk to the CPU, and the second is

by a power of two and averaging the values from the full
resolution cells contained in each low resolution cell. We
use the subsampled volumes to perform less accurate particle

transferring the data from the CPU to the GPU. Our strat- 4 ing in the entire domain, and we use the ROIS to perform

egy for dealing with this is to reduce the size of the data to o icle tracing in and around the features at the data's full
load from disk through subsampling, region-of-interest ex- oqq|tion, By combining these two approaches, we are able
tractpn, gnd data compre_ssmn. Through our use of vector to ensure that the input data size remains small, which allows
quantization for compression, we are able to decompress the s 14 maintain an interactive data rate during particle tracing,
velocity elds directly on the GPU, which helps with the sec- \iie providing suf cient detail in and around features of
ond bottleneck. To enable interaction with the data, we have interest.

integrated the particle tracing engine into three applications
(Figure3). The last step of the preprocessing is to generate the input
velocity elds. Our particle engine works with three input
data formats: 16-bit integer output created from the subsam-
pling and ROI extraction, 16-bit half- oat data, and com-
We primarily work with data generated by Large-eddy Sim- pressed data. The 16-bit integer is converted from signed to
ulations of cumulus clouds. The features we typically work unsigned data for use on the GPU by adding 32,768 to it.
with are the clouds in the data set, which are generally com- This data is not interleaved since the individual components
pact, i.e. are bounded by a box with volume less tégmm can be used for other parts of the visualization pipeline such
of the domain in size. The data output by the simulations is as slicing planes. The half- oat data is interleaved and can
arranged in a “staggered” grid, or Arakawa C griL[/7]. be treated as an RGB image. The half- oat data only has 10
We work directly with the staggered grid as converting to bits in the mantissa, but this is suf cient for most of the data
a standard Cartesian grid would result in smoothing and we work with. The compressed data uses 32 bits to represent
information loss. We have tested the system on data setseach velocity vector.

4. Data Handling
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Figure 3: Our particle tracing engine in three applications. Left: Our desktop particleitrg application. Center: Our stand
alone VR patrticle tracing application. Right: Our CloudExplorer applicationming on the Virtual Workbench.

Our data compression involves separately quantizing the suf ciently small, then the entire data set will be cached in
length and direction of each vector in the velocity eld. This memory after one pass through all time steps. Once cached,
results in two new scalar elds of 16-bit unsigned integers. the data set can be very rapidly sent to the GPU. If the entire
We interleave these two elds together to represent each vec- data set does not tinto memory, then the cache functions as
tor by one 32-bit unsigned integer. We use our earlier unit a “time window”. Performing advection within this window
vector quantization algorithm@KP07 to quantize the vec- also bene ts from the rapid transfer of data to the GPU.
tor directions with 16-bit precision. This method guarantees
that the angular quantization error will not excee8@l . ) o
We quantize the length of the vectors based on the range be->- GPU-based Visualization

tween the minimum and maximum vector length for the data e use the GPU for both the particle advection and the vi-
set. With this compression scheme, we are able to achieve syalization of the particles and their trajectories. In addition
a compression ratio of 3:2 for our raw data. For raw data we use a GPU-based decompression algorithm to decom-
consisting of three 32-bit components, the compression ra- press the ow data prior to or during our particle advection

tio would be 3:1. While this compression ratio is relatively rgutine. In Figure2, the different stages of the particle ad-
small, it enables an entire vector to tinto one standard, 8-bit vection pipeline are shown.
RGBA pixel, which is convenient for use on the GPU.

5.1. GPU-based Data Decompression

4.2. Data Transfer
Our compressed data helps to reduce transfer latency, and

Transferring uncompressed velocity elds to the GPU is it can be rapidly decompressed on the GPU. Decompression
done by storing the velocity eld for the current time step  can be performed on the y by decompressing vectors on de-
into one or more 3D textures. For uncompressed data, the mand for particle advection, or it can be performed at once
separate 16-bit unsigned integer velocity components are for an entire velocity eld with off-screen rendering. If the
stored in three separate 3D alpha textures. For the half- oat off-screen rendering option is used, then the 3D texture gen-
data, each the x, y and z velocity components are stored in erated by the rendering is used as the velocity eld for parti-
the red, green and blue color components, respectively of a cle advection. The choice as to which option to use depends
3D texture. on the size of the velocity eld, the number of particles, and
the number of texture lookups per particle per velocity eld

For our compressed velocity elds, we initially transfe required for particle advection.

a 2D texture containing a 256x256 look-up table to GPU
memory. This look-up table holds up to 65,536 unit vec- In the off-screen rendering, each slice of the velocity eld
tors, which can be accessed using two 8-bit texture coor- is decompressed separately in a rendering pass. Each ren-
dinates 5KP07. These vectors are used as the set of quan- dering pass renders a rectangle in a view port constructed to
tized unit velocity vectors. For each time step, both the quan- match the size of one slice of the velocity eld texture. This
tized lengths and direction indices of the instantaneous ve- enables a fragment program to execute the decompression
locity eld are transferred to the GPU using one interleaved algorithm. For each slice, each texel in the texture generated
RGBA 3D texture. The vector lengths are stored in the red during rendering represents one vector in the velocity eld.
and green components and the vector direction look-up co-

ordinates are stored using the blue and alpha components. The decompression algorithm takes two textures as input:

an interleaved texture of quantized vector lengths and quan-
While data must initially be loaded from disk, we main- tized vector directions, and a 256x256 vector direction look-
tain a cache of recently loaded time steps. If the data set is up texture. The blue and alpha components in the interleaved
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texture are used to look up the direction of each vector in the
velocity eld. The direction vectors are then scaled accord-
ing to the length given by the red and green components in
the interleaved texture.

Figure 4: Creating a point sprite ellipsoid texture, from left
5.2. GPU-based Particle Advection to right. The point sprite is drawn as a square, which is then
rounded. Lighting is added to create the appearance of a real
3D sphere. Finally, the sphere is stretched and oriented with
respect to the velocity eld.

We have implemented a GPU algorithm for updating the
particle positions in relation to the (decompressed) velocity
eld. Initially, the particle positions are stored in the color
components of a texture. The X, y and z positions for each
particle are stored in the separate RGB color components.
The alpha component is used for storing a separate scalar@S particles enter or leave the ROI, but, as we are primar-
value such as a color or particle life time value (which, in ily _interested in their behavior within the ROI itself, this is
the case of a particle emitting seed point, indicates whether Unimportant to us.

the particle is alive and should be visible, or that it has died  The particle position update calculated during advection

and should not be drawn), similar to the particle system de- s stored in an intermediate velocity texture, which can then

scribed in KSW04. Two of these textures containing the  pe ysed during visualization. This velocity texture is then

particle positions are used alternately for input and output of ysed to write updated particle positions in the output texture.

the off-screen particle advection pass. The updated particle positions are fetched from the texture
The velocity elds necessary for advection are stored as in the ve_rtex s_hader and used for visualizing the particles and

textures on the GPU. OpenGL treats texel values as being their trajectories.

centered in the middle of the 3D cell that the texel repre-

sents. For particle advection with Cartesian grids, velocities 5.3, GPU-based Visualization Tools

at points in space can be found by a straightforward texture

lookup. For staggered grids, each velocity component must N order to explore the time-varying ow using particles,
be looked up independently by shifting the original point po- we have added several GPU-based visualization tools. With

sition one half-cell length in the negative component direc- (H€S€ We are able to change the color and shape of the parti-
tion. For example, if the width of a cell s, then to nd the cle_s, V|suaI|z_e tht_elr traje_ctorle_s and provide real-time |nterf
x component of the velocity eld at poinp = ( Xp;Yp; zp), acpon. We ylsuallze particles in our sy.st.em as separate sphd
the texture value axp %;yp;zp) must be retrieved. For objgcts, using ow curves, or as additively blended p0|r!t
the 16-bit integer and 16-bit half- oat data formats, the tex- SPrites, to give the impression of a substance (smoke or lig-
ture lookup can make use of hardware supported trilinear uid).

interpolation. However, if the compressed velocity eldsare  |n order to make the solid particles look more realistic, we
being decompressed on the y during particle advection, & create a sphere shaped point sprite for each of the particles
software trilinear interpolation must be used. on the y using a shader program. Adding both diffuse and
specular lighting creates the impression of a real 3D object
(Figure4). This can all be done on the GPU in a fragment
shader by having OpenGL apply texture coordinates to the
point sprite. To enhance the sense of depth and to maintain
the illusion that the point is a 3D object, the point size of
the particle is adjusted with respect to its distance from the
viewpoint.

During particle advection, a position update for each par-
ticle is calculated. We have implemented three possible in-
tegration schemes: Euler integration, second-order Runge-
Kutta (RK2) integration and fourth-order Runge-Kutta inte-
gration (RK4). Furthermore, we can match the integration
time step size to the data time step size or we can interpolate
between data time steps for smaller integration time steps.
When using any integration scheme other than Euler inte-  Although the moving solid spheres can give a good repre-
gration without time interpolation, two data time steps must sentation of the underlying ow, viewing the animated parti-
be resident in GPU memory. cles from different angles can be deceptive. Likewise, if the
particle advection is halted, the spheres do not give any in-
formation about the local ow direction. As an alternative,
glyphs can be used to improve perception of ow direction.
We have chosen to use ellipsoid shaped glyphs to illustrate
the ow direction (Figureb).

If multi-resolution mode is enabled, then velocity elds
for the ROI must also be resident in GPU memory. Care
must be taken when more than one time step is required for
integration as the location and presence of the ROI is time-
dependent. If a particle lies within a region of interest in one
velocity eld, then it is advected with the ROI velocity eld. Unlike using a glyph atlas as in KKKWO05]
Otherwise, it is advected with the general velocity eld. It and KKWO5], our glyphs are generated on the vy
should be noted that this will lead to velocity discontinuities and are adjusted to the current viewing angle. The ellipsoid
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Figure 5: A comparison between the spherical point sprites
(left) and the velocity-based view-oriented ellipsoids (right).
Both shapes only require one vertex. The ellipsoids give a
better impression of the instantaneous ow characteristics.

shape is created for each particle individually using a shader

program (Figured). The viewing direction vector is sent

to the shader program to construct a viewing plane. Next,

to compensate for the viewing orientation, the velocity

vector is fetched from the ow data and projected onto the

viewing plane, resulting in the length, width and angle of the

ellipsoid. In the same way as the impostor spheres, diffuse

and specular lighting are added to enhance the realism of o ] ) ]

the ellipsoid shape. The result is a view-oriented ellipsoid Figure 7: Ellipsoid particles shown on their pathlines. When

glyph that indicates velocity direction and magnitude at the Prowsing through time, the ellipsoids move along the path-
cost of only one vertex. line, and their shapes depict the magnitude and direction of

the underlying ow. The feature geometry also changes to
Our system is capable of rendering all of the standard ow re ect the visible particle time step.

curves: streamlines (Figudeft), streaklines (Figuré cen-
ter), timelines (Figur@ right) and pathlines (Figurg). It can
also render illuminated streaklines like those iIESH94.
This is done by saving the particle positions over a number of 6-1. Particle Emitter
time steps in a large texture and connecting the correspond- |y order to explore the domain interactively, the ability to
ing particles with line segments, described 88K 07]. In release particles at arbitrary positions is desirable. Our parti-
addition, we have implemented functionality to move the  cje emitter is a box that can be moved around the domain in
particles along their paths, showing their position history 4| three dimensions while emitting a large number of parti-
over time. cles in the time-varying ow eld. We assign each particle
a time to live value so that it will die after a certain period
of time and be reincarnated at the emitter. Thus, the parti-
cle emitter can function as an in nite source of particles. For
of the particles over their pathline is possible since all the ©Ur research, it is important to be able to move the particle
positions of the particles over the de ned time interval are €Mitter within the domain because of the dynamic nature of

already stored in the graphics memory. To determine the el- the features in our LES data. Moving the emitter allows us
lipsoid shape of each of the particles, we need the particle’s to search for and follow these features and observe how the

velocity at that time step. Since the we do not have the ve- Particles behave in and around the features.

locity eld data of all the time steps available, we determine  We have also added save and restore functionality to allow
the velocity by calculating the positional difference between the repetition of certain observations. When exploring this
two subsequent particles. kind of simulated data, it may be desirable to observe the

behaviour of the particles over a certain time interval starting

at a certain position and then repeating this experiment with
6. Interaction identical or slightly shifted initial particle positions. If the
starting point in space and time is exactly identical, then the
particle advection will proceed exactly as before.

The ellipsoid shaped particles-on-pathline give good in-
sight on the movement and change of velocity of the parti-
cle over time in a certain region (Figu®. Fast browsing

In this section we describe the type of tools we have chosen
for interaction with the advected particles within the domain
of the time-varying ow eld. Researchers can perform experiments by placing the emit-
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Figure 6: Left: llluminated streamlines depict the underlying ow in a region in space aertain position in time. Center:
Streaklines simulate the injection of dye into the ow. Right: Timelines reptests of points released at xed points in time.

Figure 8: Plane of particles indicating the vertical ow over
a wider region.

_ o i Figure 9: In multiresolution mode, particles inside the ROI
ter at a certain place in time and space and observing the are advected by a higher resolution velocity eld. Outside

emitted particles. The shape of the particle emitter can be the region particles are advected using a lower resolution
adjusted to suit different kinds of experiments. The emitter yg|ocity eld.

shape and the distribution of particles (random or regular)

can be set. A small but very dense box of particles can be

used for a smaller region-of-interest, while, in the case of a

|arger ROL a |arge plane Of partic|es can be used in Order Stereoscopic VieW, |t iS mUCh easier to determine Where the
to maintain h|gh partic|e density (Compared to a |arger box particles are in 3D than in a Standard desktop enVirOnment.
with low density). For example, the dense plane of particles Using the Virtual Workbench, the particle emitter can be at-

can be positioned at a certain height where the movement of tached to a VR interaction tool such as a stylus. The stylus
the particles in the plane indicates the vertical ow over a and the stereoscopic view of the Virtual Workbench provide

larger lateral region (Figur8). a simple way to position the particle emitter while exploring
the time-varying ow eld. Likewise, it is possible to move
the seeding point of the stream- and streaklines inside the

6.2. Multi-Resolution Data for Regions-of-Interest domain during advection

While exploring the data, selecting features enables multi- In addition to the stereoscopic view, depth fogging is

resolution mode. In this mode, a full-resolution velocity eld 404 to the particles to enhance the sense of depth. The
is used for particle advection inside an.in ated bqunding box. depth fogging is implemented by adjusting the intensity of
that encloses the selected feature during each time step. Thisy o o10r with respect to the viewing distance. To avoid the
combination allows researchers to observe the general trendSudden vanishing of the particles after they have exceeded
ofthe ow in the whole domain, while still being able to see their life time parameter, they slowly fade out by blending in

the details Of. the ow whe_re it is interesting: in and around with the background or having their transparency increased.
the features in the data (Figude

Our particle system has been implemented in a stand-
alone desktop application allowing the user to explore the
data while sitting at his desk (FiguBdeft). In addition, we
Using the particle engine in VR offers two advantages: im- have integrated the particle tracing into a standalone VR ap-
proved depth perception and improved interaction. With the plication supporting stereo vision and electro-magnetically

6.3. VR and Interaction
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Euler RK2 RK4 we used a data set of 3,000 time steps, which we down-
DataType | CG SG| CG SG| CG  SG sampled to 64x64x40 per time step. Using each data type
Short 106 106| 37 37| 16 16 and grid type, we measured the frame rate for particle ren-
Half 190 104| 73 28| 34 12 dering and advection alone. We rst tested the performance
Compressed 67 27 | 19 63| 79 18 using 600 out of the 3,000 time steps, which we cached in

memory. This gives an idea of the “in-core” performance.
We also tested the performance on advecting particles in the
full 3,000 time steps both syncing the integration time step
with the data time step and having 6 integration time steps
per data time step. This gives an idea of the “out-of-core”
performance.

Table 1: This table lists the performance of our advection in-
tegration schemes in millions of integrations per second. The
tests were performed with 1024x1024 particles on staggered
(SG) and Cartesian (CG) grids for each of three data for-
mats: the original signed short integer data (Short), the half-
oat data (Half), and the compressed data (Compressed).
Table 2 lists the results from the tests when advecting
65,536 particles. All variations performed well when the
data resided in main memory. However, when the data must
tracked interaction tools (FiguBecenter). Finally, our parti- be streamed in from disk to the GPU, the advantage of us-
cle engine has been integrated into our CloudExplorer appli- ing the smaller, compressed data can be seen. We have also
cation [GPK 05] to combine the particle visualization with  performed these tests with 1,048,576 particles. For the short
dynamic geometric isosurfaces (FiguBeight). We do not integer data and the half- oat data, the results remained the
currently account for off-axis stereo when rendering point same for the streaming performance. For the compressed
sprites as spheres or ellipsoids, but, in our experience, the data, the cost of decompressing the compressed data be-
effects are not very noticeable in normal use. comes dominant. This can be alleviated by decompressing
the entire velocity eld at once. The short integer data per-
forms worse than the half- oat data largely because the data
7. Results is stored in 3 les on disk instead of 1 le.

7.1. System Performance We have also tested the effects of regions-of-interest on
the system performance. The impact is dependent on the size
of the ROI. Most of the ROIs in our data are small, i.e. less
thanl—l1 the size of the downsampled grid, so their effect is
small. As the ROI size approaches the size of the subsampled
cle advection algorithm provides an interactive frame rate for domain, then the performances decreases by approximately

a very large number of particles, but, in order to have interac- 209%.

tive data rates, the data needed for each time step should be  The effect of the various particle visualization options on
as small as possible. Our data preprocessing combined with performance is also relatively small in comparison to the
GPU-based data decompression helps keep the data rate inhase cost of rendering the particles. The more complex op-
teractive. tions, such as ellipsoids, have a somewhat higher impact, but
it is not very signi cant.

Interactive particle tracing using time-varying velocity elds

requires interactive frame rates as well as interactive data
rates. By data rate, we mean the rate at which new data time
steps are used for particle advection. Our GPU-based parti-

We have measured the performance of our standalone ap-
plication with the integrated particle tracing in terms of both
frame rate and data rate under a variety of conditions. We 7.2. System Validation
have performed the different tests on a desktop PC with an
Intel Pentium Core 2 Duo 2.2 GHz processor, 2 GB of RAM
and an NVIDIA GeForce 8800 GTX graphics card.

Validating the particle advection is important for several rea-
sons. We must ensure that our algorithm is correctly imple-
mented, and we must be able to demonstrate this to users

To test the performance of advection algorithms, we ad- of the system so that they can trust the visualization. Fur-
vected 1,048,576 particles using all three data types and boththermore, since we make use of quantized data, we must en-
types of grid. Tablel lists the results in terms of millions  sure that the errors introduced in the quantization are not too
of integrations per second. Advection using half- oat data signi cant. The results of the validation can also be used to
on Cartesian grids performs the best. Advection using stag- improve the visualization by, for example, coloring or dis-
gered grids is slower than advection on Cartesian grids for carding particles that have likely deviated beyond a certain
the half- oat and compressed data because it requires ex- threshold.

tra texture lookups. For the short integer data, the velocit .
P . 9 y To measure the accuracy of the GPU-based particle advec-
components are stored in separate textures so the number of

. . tion, we compare the positions of particles advected with our
texture lookups is the same regardless of the grid type. ' : . . ; .
P 9 grid typ GPU particle advection with particles advected in an LES.

To test the performance of the system as a whole, we For our validation tests, we use particles advected by a LES
tested the frame rate under several conditions. For these testsas the “ground truth”. The LES was performed on a grid size
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Data Type Grid Type | No Time | Cached Data 1s Integration| 6s Integration
Short CG 691 fps 477 fps 241 fps 29 fps
Short SG 668 fps 471 fps 233 fps 28 fps
Half CG 817 fps 404 fps 240 fps 56 fps
Half SG 664 fps 409 fps 226 fps 56 fps
Compressed CG 617 fps 516 fps 275 fps 84 fps
Compressed SG 294 fps 276 fps 173 fps 83 fps

Table 2: This table lists the results of our performance evaluations. We tested etiehtbfee data formats: short integer data
(Short), half- oat data (Half) and compressed data (Compressed)eated each format on both Cartesian (CG) and staggered
(SG) grids. For each data and grid combination, we tested the perforenahthe advection alone (No Time), advecting data
in 600 cached time steps (Cached Data), advecting particles in 3000 timestgmg an integration step size of 1 second (1s
Integration), and advecting particles in 3000 time steps using an integratggnssze of 6 seconds (6s Integration). The data
was downsampled to 64x64x40 and each data time step is 6 secondsTéggparticles were advected with Euler integration.
Results are given in frames per second. Except for the compressedhdatasults were similar for 1,048,576 particles.

of 128x128x80 using time steps of 6 seconds. The particles 8. Conclusions and Future Work
were integrated using Euler integration with an integration
step §ize of 6 second_s. For eg_ch time s_tep, the_ LES wrote thevisualizing large, time-varying ow elds. Our approach in-
vglocﬂy gld and particle p.osmons.to disk. InS|d§ .the LE$, volves data preprocessing, real-time GPU-based ow eld
th'_s data is represented using 64_'b't double precision o_atlng decompression, GPU-based particle advection and particle
point numbers. The output data is converted to 16 bit signed ;g ajization. We have integrated our particle advection en-

integers. gine into three interactive applications: our CloudExplorer
application, a standalone VR application, and a desktop ap-
In our tests, we use velocity elds generated by the LES plication.

for our GPU advection. We seed particles in our GPU im- 5 ¢ data preprocessing, we nd and extract regions-of-
plementation at the same starting locations as the particles jyerest around features in the data, create subsampled ver-
in the LES. We then advect the particles on the GPU using jons of the velocity elds, and compress the subsampled
both Euler and RK4 integration using integration steps of alds and ROIs through quantization. The reduced size of
both 6 seconds and 1 second. We then average the distancge compressed velocity elds allow for a faster data trans-

between the particle positions for the two systems after a cer- to; from disk to the GPU. which enables us to stream the
tain number of time steps. We compare the accuracy of the 44 at interactive rates.

particle trajectories for two different resolutions: the original ) . o
128x128x80 resolution and a subsampled 64x64x40 resolu- OUr GPU-based particle advection pipeline supports ren-

tion. We also compare for both the compressed and short d€ring and advecting more than 1,000,000 particles at in-
integer ow elds. teractive frame rates. Our pipeline supports GPU-based de-

compression of the quantized data, and it can use both a ROI

) and a subsampled velocity eld simultaneously for multi-
The results from our tests are in TalleThe errors are  resolution particle advection.

listed in meters, and, for the 128x128x80 and 64x64x40 res-
olutions, one grid cell is 50x50x40 meters and 100x100x80
meters respectively. The average particle velocity for the
LES particles was 2.1 m/s. The positions of the LES particles
were rounded to the nearest meter before the comparison.
The error for particles advected with the subsampled grid is
higher than that of the full resolution grid, which is to be
expected. However, the deviation after 300 time steps (1800 In the future, we would like to make several improve-
seconds) remains rather small, which is important since the ments. We would like to better integrate the particle visual-
features we typically study have a lifetime of approximately ization into the research process through, for example, pro-
300 time steps. From the results, we can also see that it canviding support for recording quantitative information about
be advantageous to use smaller integration time steps but notthe particles. We would also like to further improve the ac-
especially so. This is likely due to the error introduced by curacy of the advection itself. One possibility for this is in-
interpolating in space dominating the error introduced by in- corporating the statistical subgrid model used in the LES for
terpolating in time. Also of note is that our compressed data modeling subgrid scale turbulence. Additionally, we would
maintains nearly the same accuracy as the short integer datalike to further improve the application performance. One

In this paper we have presented an approach for interactively

Our different visualization tools support the exploration
of time-varying ow elds in a virtual environment. These
tools include the standard ow curves and our additions of
ellipsoidal particles and the ability to move the particles over
the traversed paths. The tools are available in both a standard
desktop environment and two stereo VR environments.
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Short Data Compressed Data
Con guration 6s 60s 600s 1800 6s 60s 600s 1800s%
64x64x40, Euler, 6s step | 1.05m 7.06m 52.1m 163m 1.06m 7.15m 53.2m 167n]
64x64x40, Euler, 1sstep | 1.05m 7.03m 51.6m 162m 1.06m 7.12m 52.7m  165m
64x64x40, RK4, 6s step 1.06m 7.10m 52.2m 163m 1.06m 7.18m 53.3m 167m
64x64x40, RK4, 1s step 1.05m 7.03m 51.6m 162m 1.06m 7.12m 52.7m  165m
128x128x80, Euler, 6s step 0.49m 1.38m 16.3m 74.3m 0.49m 1.51m 17.3m 74.7n
128x128x80, Euler, 1s step 0.47m 0.94m 11.8m 55.6m 0.48m 1.10m 14.0m 62.1n
128x128x80, RK4, 6s steg 0.50m 1.53m 17.8m 80.1m 0.50m 1.66m 18.9m 81.5n
128x128x80, RK4, 1ssteg 0.48m 1.01lm 124m 58.8m 0.48m 1.16m 14.5m 65.2n

= = = )

Table 3: This table lists the results of our system validation tests. We compare the distagteveen particles advected within
the LES itself at a resolution of 128x128x80 and particles advected wit@Bur algorithm. The data time steps are 6 seconds
apart. The distances are given in meters, and the size of our test domiaietérs is 6400x6400x3200. The average particle
velocity during the 300 time steps (1800 seconds) is 2.1 m/s. We giveulhs sa®raged over 1,310,720 particles after 6s, 60s,
600s and 1800s.
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